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1 Introduction 

The Gricean Project is an attempt to provide the philosophical foundations of a 
complete theory of meaning, including the foundations of a compositional semantic 
theory for natural language.  The nature of the project is reflected in two labels 
frequently used to refer to it: intention-based semantics and the intentional-
inferential account of meaning.  The leading idea, due to Paul Grice (1913-1988), 
is that the notions of meaning we need to theorize fruitfully about language and 
communication—word meaning, sentence meaning, and speaker meaning, for 
example—as well as the notions of referring, saying, and implying we need, can 
and should be analysed in terms of intention and other psychological notions such 
as belief, reason, and recognition.  The project’s ultimate promise is the reduction 
of all semantic notions to psychological notions.  As such it has inspired a great 
deal of work that treats the representational contents of psychological states as 
more basic than the representational contents of either (i) natural language 
expressions (which are abstract objects) or (ii) particular utterances and inscriptions 
of such expressions (which are material objects and events, respectively). 

The part of the Gricean project that has attracted most attention in theoretical  
linguistics is Grice’s attempt to separate and define two aspects of speaker 
meaning, one seemingly the province of semantics, the other seemingly the 
province of pragmatics.   If X is a sentence of natural language then, according to 
Grice, the content of what a given speaker, S, meant by uttering X (on a given 
occasion) is constitutively determined by the content of a specific audience-
involving intention with which S uttered X (on that occasion). Often, what S meant 
can be factored into at least (i) what S “literally” said or stated (in uttering X on that 
occasion) and (ii) what S “merely” implied or suggested (by saying whatever it was 
S said in uttering X on that occasion). 

In Grice’s mature theory—presented in his William James Lectures on ‘Logic 
and Conversation’ delivered at Harvard in 1967/68, which were finally published in 
their entirety in the posthumous 1989 volume, Studies in the Way of Words—Grice 
introduces the verbs ‘say’ and ‘implicate’ as technical terms (dispensing with 
‘state’ and ‘imply’, which he used in the brief, early sketch of the theory that 
appeared in his 1961 paper ‘The Causal Theory of Perception’).  Grice takes what S 
said in uttering X to be closely connected to what X itself means—among the things 
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whose existence thwart a simple identity are indexicals and demonstratives (e.g. ‘I’, 
‘here’, ‘now’, ‘today’, ‘he’, ‘she’, ‘this’, ‘that’), underspecification (‘every student 
is ready’, ‘the mayor’s powers have been curbed’, it’s foggier than before’), 
anaphora (‘John thought Paul wanted George to explain why Ringo thought he had 
left his bass in his car’), and various figures of speech.  Yet it is a fundamental 
feature of Grice’s project (sometimes missed or misunderstood in the literature) 
that sentence meaning and saying are both notions that are to be defined in terms of 
speaker meaning.  The philosophical utility of Grice’s defined notion of saying is 
ultimately determined by its explanatory role in an overall theory of meaning and 
communication not by how well Grice’s uses of the verb ‘say’ accord with 
‘ordinary’ or ‘pretheoretic’ uses, which probably oriented the earliest theorizing.  

Questions raised by Grice’s saying-implicating distinction and by the way his 
notions of referring, saying, implicating and various distinct notions of meaning fit 
together have inspired a vast quantity of work by linguists, philosophers, and 
cognitive scientists, particularly in attempts (i) to drawin an empirically significant 
boundary between the facts to be explained by a semantic theory and those to be 
explained by a pragmatic theory, and (ii) to articulate the foundations upon which 
such theories can rest.  The starting point for much of this work is clarifying (a) the 
relation between semantic theory and what is said, and (b) the relation between 
pragmatic theory and what is conversationally implicated. 

The Gricean project is powerfully developed and refined in Stephen Schiffer’s 
1972 book Meaning, and Brian Loar’s 1981 book Meaning and Mind.  Key features 
of the project are refined and harnessed to provide some of the foundations of a 
cognitive theory of communication in Sperber and Wilson’s 1986/1995 book 
Relevance: Communication and Cognition and in Wilson and Sperber’s 2013 
collection Meaning and Relevance. All four books are required reading for anyone 
engaged in serious research that draws on Grice’s work, whether in philosophy, 
linguistics, anthropology, law, or literary theory.  Other works that evaluate, 
develop, or critique the Gricean Project in important ways include papers in Peter 
Strawson’s collection Logico-Linguistic Papers, Kent Bach and Michael Harnish’s 
1981 book Linguistic Communication and Speech Acts, and Schiffer’s 1987 book 
Remnants of Meaning.  Useful overviews and contextualizations are contained in 
reviews of Grice’s Studies in the Way of Words, notably those by Robert Stalnaker, 
Peter Strawson and myself. (See bibliography.)  
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2 The Deep Motivation 

It is a common assumption in work on language and communication that 
expressions (words, phrases, and sentences) have representational properties, or 
meanings.1 Specifying these meanings and explaining precisely how the meanings 
of complex expressions are related to the meanings of their parts are widely taken 
to be the principal objectives of theoretical semantics. But this can hardly be the 
starting point for work on language and communication. There will be empirical 
substance to a given semantic theory only to the extent that the meanings invoked 
by the theory can figure in explanations of empirical facts and phenomena. 
(Similarly for syntactic theories, for example.) To some extent, any substantive 
specification of the relevant facts and phenomena (and of the questions we need to 
answer to explain them) will be shaped by, and evolve in response to, 
considerations that emerge only in the course of theorizing. But it cannot be 
seriously doubted that central among what needs explaining are systematic features 
of our linguistic behavior and the nature of the cognitive processes and states 
involved in utterance planning and formation, investigated by formatics, and 
utterance interpretation, investigated by pragmatics, where these are taken to be 
connected in some way to the physiological processes and states involved in, 
respectively, utterance production and utterance perception.2 There are no other 
empirical facts or phenomena that a semantic theory (or, for that matter, a syntactic 
theory) could help explain, so a semantic (or syntactic) theory that does not 
potentially figure in an explanation of the facts and phenomena just mentioned is 
devoid of substance. 

Grice’s Project was originally motivated by concerns he had, from at least the 
late 1940s, about the invocation of unanalyzed or conflicting notions of meaning, 
statement, reference, use, and implication in philosophical debates about language, 
logic, perception, memory, knowledge, action, and truth.  It was only natural that 
colloquial and pretheoretic uses of words such as ‘mean’, ‘say’, ‘refer’, ‘word’, and 
‘sentence’ oriented proto-theoretical or early technical uses of the same words. It is 
only to be expected that well-understood refinements or departures from these early 

                                                
1 Although ‘expression’ is used here as a term covering words, phrases, and sentences, sometimes it is helpful 
to use ‘words’ in a neutral way to cover both individual words and structures of words (such as phrases or 
sentences). No confusion should arise. 
2 Specifying precisely what counts as data is fraught with difficulty of course. Behavior itself, including 
linguistic behavior (whatever that amounts to), is sometimes included, as are robust judgments that speakers of 
a language make about vocalizations of expressions of that language, followed by the highly theory-laden 
judgments made by the relevant specialists (linguists and philosophers of language). (Compare judgments 
people make about ailments they have and the judgments made by medical professionals.) 
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uses are going to be required in order to make progress; and it is tacitly understood 
by theorists that in order to avoid changing the subject matter, examinations of 
robust judgments about the applicability of such terms in pretheoretical and proto-
theoretical statements will, up to a point, constrain such refinements and 
departures. (A theory in which the verb ‘mean’ is used in such a way that a speaker 
cannot mean that p unless he hopes that p is simply not a theory of speaker 
meaning.)  

In contemporary linguistics and the philosophy of language, ‘mean’, ‘say’, 
‘refer’, ‘word’, and ‘sentence’ must now be understood as full-fledged technical 
terms on a par with ‘variable’, ‘binding’, ‘anaphor’, ‘head’, ‘merge’, ‘satisfaction’, 
‘rigid’, ‘indexical’, and ‘content’.  To that extent, theoretical deployments of 
‘mean’, ‘say’, ‘refer’, ‘word’, and ‘sentence’ cannot be hostage to intuitive 
judgments about felicitous usage in non-technical discourse, even if this is where 
the technical uses have their roots. (In ordinary talk, it might be perfectly 
reasonable to claim that someone said that p but did not mean that p. But this fact, 
by itself, does not threaten a philosophical theory according to which a speaker 
cannot say that p unless he means that p.  As it turns out, Grice’s theory is such a 
theory.) Ultimately, theoretical notions of meaning, saying, referring, word, and 
sentence are substantive to, and only to, the extent that they play explanatory roles 
in theories of empirical facts or phenomena about language and communication we 
seek to explain.  (Of course, the relevant notions of language and communicating 
also need to be teased out and slotted into the theoretical nexus.  Perhaps a 
language will be identified with a set of sentences; perhaps an act of 
communicating will be identified with an act of speaker meaning that is successful 
in some way that can be articulated.)  

The initial satisfaction we might find in a distinction between expression 
meaning and speaker meaning, or between saying and implying, or between words 
and sentences, does not itself guarantee mastery of coherent or theoretically 
significant notions that will play explanatory roles in theories of the empirical facts 
or phenomena.  To triangulate on such notions, we need to do at least two things. 
(1) We need to specify clearly the substantive questions we seek to answer, without 
forestalling the possibility that these questions might themselves need overhauling 
as theorizing proceeds.  (If we are unable to do this, linguists and philosophers of 
language have no good rejoinder to the claim that we are just humanists just 
spinning our wheels.)  (2) We need to characterize precisely not just the invoked 
notions but also the relations they bear to one another and to other theoretical 
notions in a grounded nexus of notions needed to formulate clear and substantive 
theses.  
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The idea that we can undertake serious empirical investigations of natural 
language without attempting to articulate precise accounts of the theoretical notions 
being deployed is quite simply preposterous.  Proposed theories of the semantic 
properties of particular expressions or linguistic constructions can be at most as 
substantive as the explanatory frameworks within which they can be intelligibly 
placed; and without a grounded nexus of defined theoretical notions there is no 
such framework. A semantic theory with no philosophical foundations is no theory 
at all.  The Gricean Project aims to supply those foundations, grounding everything 
in intention and other psychological notions. 

3 Justifying the Gricean Strategy 

Within the Gricean Project, the most basic notion of meaning, the notion in terms 
of which all others are to be defined, is not expression meaning (or linguistic 
meaning) but the notion of someone meaning something by doing something, on a 
given occasion.  Following Schiffer (1972), it is now common to call this speaker 
meaning, though Grice (1969) himself called it utterer’s occasion-meaning.  The 
label is a technical one, however: an act of speaker meaning need not involve 
speaking, language, symbols, or convention.  An act of speaker meaning is an act, 
by the performance of which, its actor means something. Grice’s idea is that all and 
only acts of speaker meaning are acts overtly performed with the intention of 
affecting the psychological states of intended audiences. Grice called the relevant 
type of intention an M-intention (or meaning intention).  In much of the literature, it 
is also called a communicative intention, but in the light of pioneering work by 
Sperber and Wilson (1986/1995), there is increasing pressure to reserve the term 
‘communicative intention’ for a type of intention that Grice himself argued was too 
weak to capture the notion of speaker meaning.  So, in what follows, Grice’s 
label(s) will be used so as to avoid confusion and to facilitate comparison with the 
notion of a communicative intention that figures in Sperber and Wilson’s (1995, 
2013) theory of ostensive-inferential communication.   

The first task in the Gricean Project, then, is to define speaker meaning by 
characterizing precisely the nature of an M-intention.  Expression meaning is then 
to be defined in terms of speaker meaning, the driving idea being that a theory of 
linguistic meaning amounts to a theory of conventions for performing efficient acts 
of speaker meaning.   There is an intuitive rationale for proceeding in this way.   As 
a matter of empirical fact, it is almost always speaker meaning that interests us in 
ordinary conversation and in many other situations in which we encounter the 
material proxies for words—i.e. utterances and inscriptions of those words—in our 
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daily lives.  That is, typically, we care more about what people mean than about 
what their words mean.  To say this is not to deny that there are times when the 
exact words are important—when we read statutes, constitutions, regulations and 
contracts for example; when listening to trial testimony; when reading novels and 
(especially) poetry, where imagery or feelings may be connected to uses of 
particular words or strings of words (often in ways we have difficulty explaining 
prosaically).  Nor is it to deny the obvious fact that we attribute meaning when we 
encounter (what we take to be) inscriptions of words and have no idea who 
produced them; or when we look at (what we take to be) inscriptions (or pixel 
formations) that we know have been generated randomly by a computer; or when 
we see seeming inscriptions of words in the sand and know they have been formed 
by nothing more than the wind.  But in much of daily life words are means to ends 
and, importantly, so are their meanings.  Only in special cases are we interested in 
word meanings per se. Canonically, when we encounter utterances of words, the 
largely non-conscious cognitive operations that serve up hypotheses about what 
people mean by uttering them involve registering (if only subdoxastically) the 
meanings of the words used. But it is a striking fact that much of the time we do not 
retain the exact forms of words speakers, signers, and writers use, even when we 
remember what we took the people to mean by uttering them. 

4 The Gricean Approach 

We sometimes communicate with one another in ways that do not involve anything 
usefully called a language (which we might, as a first shot, equate with a special 
system of noises, marks, or gestures). And it cannot be discounted that an account 
of non-linguistic communication will shape an account of linguistic 
communication, or that an account of the interpretation of human behavior quite 
generally will shape an account of interpreting communicative behavior.  We 
reflexively generate hypotheses about the things we perceive—objects, situation, 
events, actions, phenomena, whatever.  This includes especially the behavior of 
conspecifics, which often enough we take to be backed by reasons.  To interpret an 
action is just to form a hypothesis about the intentions behind it, the intentions that 
explain it.3 When the interpreter has done that—and ceases to revise the 
hypothesis—the interpretive problem is taken to be solved. As it is often put, 
interpreting behavior is a form of mindreading, construed as the capacity non-
demonstratively to infer the mental states of others (e.g. their beliefs, goals, 
intentions) from their behavior.  The behavior in question will be compatible with 

                                                
3  For detailed discussion, see Sperber and Wilson (1986/1995, 2012), Wilson (2005). 
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all sorts of different hypotheses about the intentions behind it—a standard case of 
an empirical hypothesis being underdetermined by the available evidence.  

 Interpreting communicative behavior is a special case of mindreading.4 We form 
hypotheses about the intentions behind communicative behavior. Certain of these 
intentions count as communicative intentions (in a sense that needs to be 
elucidated); and a hypothesis about the content of a communicative intention 
someone has in performing a certain act is a hypothesis about what the person 
meant by performing that act.  Communicative behavior, like any other, is 
compatible with all sorts of different hypotheses about the intentions behind it. 
And, to this extent, there is no guarantee the interpretation an audience comes up 
with will capture what the performer meant.  Interpretation always involves a risk, 
and to that extent so does attempting to communicate. 

 Communicative behavior involving the use of language is not magically 
exempted from all of this.  The interpreter’s goal—what he or she appears to be 
built to do—is the same whether interpreting linguistic or non-linguistic 
communicative behavior: identifying what the performer meant by engaging in it. 
Nonetheless, interpreting an uttering of a sentence belonging to a language one 
knows is surely a special case of the aforementioned special case of mindreading. 
The interpreter’s understanding of the language used will play a major rôle in the 
interpretation processes, just as it will play a major role in the performer’s choice of 
communicative behavior. (Perhaps what is implicated on both sides is knowledge of 
the language, in a sense to be characterized). But there is still no guarantee the 
interpretation an interpreter comes up with will capture what the performer meant. 
Communication still involves risk on both sides. 

5 On Gricean Definitions 

Before sketching individual analyses (or definitions) at the heart of the Gricean 
Project, it is worth stressing exactly what they are.  Gricean analyses of meaning, 
referring, saying, and implicating should be viewed as stipulated theoretical 
definitions just like stipulated theoretical definitions of word, sentence, scope, c-
command, binding, variable and merge in the study of semantics and syntax.  

Until the early 1970s, Gricean analyses of what it is for someone to mean or say 
something were often understood as conceptual analyses on a par with 
philosophers’ attempts to define what it is for someone to know something, or 

                                                
4 For present purposes the question of just how special or domain-specific a form of mindreading this is will 
be sidestepped. For discussion, see Sperber and Wilson (2012) and Wilson (2005). 
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understood as definitions of intuitive notions or as synonyms for, or semantic 
analyses of, the verbs ‘mean’ and ‘say’ as used in ordinary English.  This 
understanding appeared to square with the formal presentation of the relevant 
analyses in familiar biconditional form, for example: 

By uttering X, S meant that p iff for some audience, A, S uttered X intending 
A to think that p at least partly by way of recognising that S uttered X 
intending A to think that p. 

Partly as a consequence of a gradual change in philosophy, by the late 1970s or 
early 1980s, Gricean analyses were more likely to be understood as attempts 
provide constitutive accounts of key theoretical notions and hence as contributions 
to a bona fide metaphysics.  If ‘φ iff ψ’ is understood as a strict (i.e. modal) 
biconditional—its truth requiring φ and ψ to have the same truth condition (not just 
the same truth value)—then ‘iff’ is symmetric.  This means there is no explanatory 
asymmetry in talk of necessary and sufficient conditions: each side of the 
biconditional above specifies conditions necessary and sufficient for the truth of the 
other side.  But often we impose an explanatory asymmetry on the interpretation of 
a biconditional, treating it as an analysis, definition, explanation, explication, or 
account of something.  To do this is not to endorse the idea that the right-hand side 
gives the meaning of the left-hand side.  In the case above, it is to endorse an 
account of what it is for S to mean that p by uttering X, an account of the nature of 
speaker meaning.  The ‘iff’ can be replaced by something suitably asymmetric: 

 S means that p by uttering X because (in virtue of the fact that) for some 
audience, A, S uttered X intending etc. 

The fact that S means that p by uttering X obtains in virtue of the fact that 
for some audience, A, S uttered X intending etc. 

 For it to be the case that S means that p by uttering X is for it to be the 
case that there is some audience, A, S uttered X intending etc.  

 what makes it the case that S means that p by uttering X is that there is 
some audience, A, such that S uttered X intending etc. 

the nature of S meaning that p by uttering X is there being some audience, 
A, S uttered X intending etc. 

This is how Gricean analyses are understood today. They are stipulative, earning 
their keep not by yielding results that conform to pretheoretic intuitions or ordinary 
uses of terms like ‘mean’ and ‘say’ but in virtue of their interlocking roles in 
theories intended to be part of an explanation of empirical facts about language and 
communication.  


